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ABSTRACT 

 

Recent transformer-based language models pre-trained on huge text corpora have shown great 

success in performing downstream Natural Language Processing (NLP) tasks such as text 

summarization when fine-tuned on smaller labeled datasets. However, the impact of fine-tuning 

on improving the performance of pre-trained language models in summarizing movie storylines 

have not been explored. Moreover, there is a lack of extensive labelled datasets containing movies 

storylines to allow pre-trained language models delving deeper in this realm. In this research work 

we propose a novel labelled dataset containing IMDB movie storylines alongside their summaries 

for teaching pre-trained language models how to perform text summarization on movie storylines. 

Furthermore, we showcase the potential of this dataset by fine-tuning a T5-base model with the 

use of this dataset. Our results show that fine-tuning a T5-base model on this dataset can 

significantly improve the performance in summarizing movie storylines. 
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CHAPTER 1 

INTRODUCTION 
 

Natural Language Processing (NLP) is a subfield of Artificial Intelligence (AI) which aims at 

enabling computing machines to automatically analyze and represent human language. Since its 

inception in 1950s, the most important tasks that NLP has been focusing on are machine 

translation, information retrieval, text summarization, question answering, information extraction, 

topic modeling, etc., [1]. In order for a machine to deeply understand a document, important 

features of the text need to be extracted from raw text and fed to the NLP model. Hence, feature 

extraction and feature selection are crucial parts of all state-of-the-art NLP systems. However, both 

of those operations require substantial computing power which hinders the development of reliable 

NLP models via general algorithms of machine learning; that is where deep learning algorithms 

and architectures come into play [2]. Simply explained, a language model is any kind of system 

that can predict the next word in a sentence. Figure 1.1 shows an example of a “language 

modelling” task. Imagine the sentence “the students opened their …..” was given to a person and 

they were asked to put a suitable word in the blank space to complete the sentence in a meaningful 

way. Many possible answers could be given in this situation. Figure 1.1 provides a few examples.  

 

Figure 1.1 – Illustration of language modeling [3] 
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When a human (or a machine) chooses one of those possible answers for completing the sentence, 

this task is called language modeling and that person (or machine) has performed the role of a 

language model. In the realm of computer science, many various architectures have been suggested 

for performing language modeling but at the time of this writing, the most successful language 

models have been created with the use of transformers technology.  

 

Transformer is an extremely complicated software system with so many internal building blocks 

working with each other in order to make a language model system as a whole; it is out of the 

scope of this chapter to meticulously explain everything in transformers. Simply explained, 

transformer is a new family of deep neural network architectures, which was introduced in 2017 

to address some of the important problems of language model technologies before it. Unlike their 

forerunners, transformers could be efficiently parallelized (which means they can be trained with 

parallel computing cores of a machine), hence their popularity. For more details about 

transformers, refer to Vaswani et al. [4]. 

 

One important matter which needs to be taken into account about transformers architecture is that 

they contain numerous neural networks inside them and each neural network has some 

hyperparameters which are the weights of the model. The number of these parameters refer to 

the size of that transformer-based language model. For example, Figure 1.2 shows a few 

transformer-based language models with their corresponding number of parameters. As a general 

rule, when the number of parameters in a transformer-based language model increases, the size 

and accuracy of that model increases as well. 
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Figure 1.2 - Model parameters [9] 

 

The current most popular approach for performing language modeling with the use of transformers 

is with Transformer-based Pre-trained Language Models (TPLM). In this technique, the research 

groups that are developing transformer-based language models train their model on huge corpora 

in a self-supervised fashion for teaching the model the general knowledge of language syntax and 

semantics. All the language models mentioned in Chapter 2 are TPLMs.  

 

While using a TPLM for performing any kind of NLP tasks, one needs to remember that all of 

these language models are already pre-trained with some pre-training tasks and on some huge 

corpora (both of these topics are comprehensively explained in Chapter 2). Hence, those TPLMs 
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already have some basic understanding about the language. This initial knowledge of model about 

the language is beneficial for any kinds of NLP tasks one wants to put the model into, but it is not 

enough.  

 

For getting a high quality performance out of a TPLM in a specific downstream task, that TPLM 

needs to be further trained with a task-oriented, relatively small labelled dataset; that is why task-

oriented and labelled datasets (such as the one created in this research) are so important for 

improving the performance of TPLMs in specific fields. This process of teaching a labelled dataset 

to a TPLM is called fine-tuning. 

 

Creating a huge labelled dataset in the context of Natural Language Understanding (NLU) is 

usually very expensive/time-consuming but unlabeled corpora are abundant. That is why current 

de facto approach of using transformer based language models in NLP is to use a TPLM which is 

already trained (by its developers) on a huge unlabeled corpus and then fine-tune that model on a 

downstream labelled dataset. This procedure has been used for performing all the common NLP 

tasks (and even some computer vision tasks) and proved to be highly effective. 

 

Transformers are a new family of neural network architectures which were introduced to address 

some of the drawbacks of Recurrent Neural Networks (RNNs) as the main approach of 

computational linguists to various Natural Language Understanding (NLU) tasks. Prior to the 

introduction of transformers by researchers at Google Brain team in 2017 [4], RNNs were the 

primary tools for using deep learning to understand text. 
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The main advantage of transformer model architecture over plain RNNs is that unlike the inherent 

sequential structure of RNNs, transformers are conveniently parallelizable which makes them the 

perfect fit for training a model on huge amounts of data. Transformer achieves this parallelizability 

by exploiting a few previously proposed inventions such as positional encoding, attention [5], [6] 

and self-attention. These innovations help the transformer model to move the burden of 

understanding word order from the structure of neural network to the data itself; thus, getting 

around the intrinsic sequence of words in a sentence. 

 

Apart from all of their advantages, transformers should not be considered as a panacea for all kinds 

of problems in the field of Natural Language Processing (NLP). Among others, these are some of 

the most prominent challenges of putting transformer-based language models in use: 

1-  Transformers are extremely memory and compute intensive: 

It requires massive computing power and a huge corpus for a pre-trained transformer-based 

language model to achieve an acceptable performance. Figure 1.2 depicts a few language 

models with their corresponding number of hyper parameters. Vertical axis represents the 

number of parameters in a given model and horizontal axis shows the date that model was 

published. As it is shown in Figure 1.2, apart from a few outliers, the general strategy to achieve 

better performance (while training a transformer-based language model) is by increasing the 

model sizes as well as the amount of data they are pre-trained on. Even very small transformer 

models still have tens of millions of parameters. 

2- Training a big transformer model from scratch might have environmental side effects on 

ecosystem: 
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In order for transformer models to have acceptable accuracy while performing NLP tasks, they 

need to be trained on abundant data via exceptionally large computational resources. Such a 

procedure requires substantial energy consumption; as a result, these models are costly to train 

and develop, both financially (due to the cost of hardware and electricity or cloud compute 

time) and environmentally (due to the carbon footprint required to fuel modern processing 

hardware) [7]. 

 

As it is shown in Table 1.1, training a model, especially a large one may have environmental 

impacts. The projects shown in this table were led by a team, consciously trying to reduce the 

environmental impact of pre-training. The footprint of running lots of trials to get the best 

hyperparameters would be even higher. In practice, it is much more likely that researchers 

would develop a new model from scratch or adapt an existing model to a new dataset, either 

of which can require many more rounds of training than shown here. According to [7], the 

normal procedure of building a model worthy of being published in a scientific paper requires 

training 4,789 models over a six-month period. If converted to CO2 equivalent, it emits more 

than 78,000 pounds and could be considered as a representative of typical works in this field. 
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Table 1.1 – Environmental impact of training language models [10] 

 

 

3- Transformers are a relatively new and not-yet-known class of models: 

There is not a good and principled understanding of how changing every hyper-parameter will 

change the overall output of a given transformer model. But with older models such as RNN, 

there is a better understanding than with transformers as there have been extensive testing and 

modifications to the architecture. Another aspect of the problem is that transformers tend to 

have a steep learning curve, especially for novice NLP practitioners. 

4-  Transformer models are susceptible to bias and limitation: 

Although pre-trained language models are powerful tools, they have intrinsic limitations/flaws. 

The most noticeable of them is that, in order to enable pre-training on large amounts of data, 
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researchers usually scrape all the online contents they can find, taking the best as well as the 

worst of what is available on the internet. 

While using these tools, it must be kept in mind that the original model could very easily generate 

racist, sexist, or homophobic contents. For instance, it can be seen in Figure 1.3 that in the model 

VL-BERT, the word “purse” is highly associated with female which overtakes the explicit visual 

evidence. These biases happen even though the basic BERT model is among rare transformer 

models built by using apparently neutral data (It was trained on the English Wikipedia and 

BookCorpus datasets [8]). 

 

 

 

 
Figure 1.3 - Gender bias in VL-BERT [11] 

 

One effective remedy which can be considered as a partial answer to some of the problems above 

was first introduced in [12] and is widely known as “Transfer Learning”. Transfer learning is 

considered to be a method of machine learning where a model developed for a first learning task 

is reused as the starting point for another model in a somewhat other related learning task. The 

main justification for doing transfer learning is that we intend to store knowledge gained while 
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solving one problem and apply it to a different but related problem [13]. The most common context 

in which transfer learning is being used in the field of deep learning is to use a pre-trained neural 

network for achieving better results in another learning task. In such a scenario, often the previous 

learning is referred to as “source” and the next learning as “target” [14]. 

 

Simply explained, during the process of transfer learning we choose a previous model which has 

already been trained on a huge corpus, and then re-train this model on a specific smaller dataset 

that we have for a task at hand. This method which is usually called “fine-tuning” has been adopted 

as de facto approach to deep learning problems by lots of researchers and has various benefits [14]. 

Firstly, the process of fine-tuning a model consumes a lot less time and computing power 

compared to training a model from scratch, but is capable of producing state-of-the-art results 

which in some cases can even be of higher precision than a pre-trained model. Second, since fine-

tuning consumes less power, it can be a solution for environmental side-effects of training a huge 

model from scratch. Lastly, transfer learning can be a partial solution to the problem of intrinsic 

bias in pre-trained models. By fine-tuning our model on an egalitarian dataset, we can alleviate the 

biases of our models. But keep in mind that fine-tuning the model will not make the intrinsic bias 

disappear. 

 

The main purpose of this research is to transfer the knowledge of pre-trained language models to 

the field of summarizing movie storylines by training the T5 language model on a specific dataset 

of Internet Movie Database (IMDB) movie storylines (for more information about this online 

database refer to section 3.1). T5 is a general purpose model which considers all common NLP 
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problems to have a text-to-text format and has been pre-trained on a huge dataset named “C4” 

[15]. 

 

IMDB website is considered to be the world's most popular and authentic source for movie, TV 

and celebrity content. It is a comprehensive online database which contains information about 

movies, TV series, video games, and streaming content online including cast, production crew and 

personal biographies, plot summaries, trivia, ratings, and fan and critical reviews. 

 

This research introduces a middle-sized dataset containing links to almost 5,000 movie pages on 

the IMDB website, alongside their corresponding storyline. In order to make it a useful database 

for fine-tuning pre-trained models on the task of text summarization, the PEGASUS model [16] 

has been applied to all the storylines for making an abstractive summary of the plot for each movie. 

Furthermore, for some entries of the database, the machine generated summary has been optimized 

by a human editor. 

 

Higher ROUGE [17] scores achieved by the fine-tuned T5 model in comparison with un-tuned 

models prove the previous hypothesis that fine-tuning will be beneficial for improving the 

accuracy of models on the task of text summarization. In addition, the most important contributions 

of this research are as follows: 

1- This work introduces a new comprehensive database of IMDB storylines for movies. 

Furthermore, our database includes summarized versions of those storylines, which are 

sporadically improved by human editors. According to the results of this research (documented 
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and discussed in Chapter 4) this novel dataset can be an optimal candidate for fine-tuning any 

pre-trained transformer models for the task of summarizing movie storylines. 

2- Throughout this project, PEGASUS model (with more than 568 M parameters [16]) is used for 

producing the summaries of the dataset. Later on, a different smaller model is fine-tuned (basic 

checkpoint of T5 with roughly 220 M parameters [15]) on this dataset. By following this 

method, at least in theory, it was possible to use the knowledge gained by a bigger model, but 

at a lower cost in terms of memory requirements and the computational burden of a smaller 

model. 

3- The most popular summarization models (such as PEGASUS or BertSum) are usually pre-

trained on news articles and their summaries [16, 18]. Those datasets usually have a more 

formal set of words than found in a movie storyline. As can be seen in the dataset, storylines 

of movies tend to contain informal or sometimes even out-of-vocabulary words which are not 

usually found in news articles. By fine-tuning a T5 base model on the storyline summaries, we 

introduce a new summarization model which is specifically trained on movie storylines. 
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CHAPTER 2 

LITERATURE REVIEW 
 

2.1. Transformers 

Since its introduction in 2017 by Vaswani, et al. [4], the “transformer” model architecture has 

shown great promise in tackling modern NLP tasks. This early success urged researchers for 

further improvements on the original architecture. The main difference between transformers and 

other model architectures is the exclusive usage of attention mechanism (a technique of machine 

learning that allows the model to focus on the relevant parts of input sequence as needed [5], [6]) 

for implementing various parts of the model. 

 

Even before the emergence of transformers, attention mechanism had become an integral part of 

sequence modelling in various NLP tasks, allowing modelling of dependencies in the input/output 

sequences without regard to their distance from each other [5, 19]. However, such attention 

mechanisms were used in conjunction with Recurrent Neural Networks (RNNs). The main 

contribution of transformers to this pattern was to avoid RNNs completely and relying exclusively 

on the attention mechanism for realizing dependencies in both input and output sequences [4]. 

 

Transformers attracted immense interest from NLP researchers who put a lot of efforts to develop 

more efficient variants of the model [20], [21], [22], [23], [24], [25], [26]. Transformer-based pre-
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trained language models (TPLMs) which are built on top of transformers and transfer learning 

have achieved great success in all NLP tasks [27]. 

 

The idea behind TPLMs is to first teach universal language representations to a model (via self-

supervised learning over a large corpus of unlabeled text data) and then transfer this background 

knowledge to downstream tasks (which is usually performed by further training the pre-trained 

model over a small labelled task-specific dataset). Some of the benefits of pre-training are: 

● The model will learn universal language representations using a large corpus of unlabeled 

text data.  

● By providing a good initialization, the pre-trained model avoids training on the downstream 

tasks from scratch. 

● Help the model perform acceptable even on small datasets, hence reducing the requirement 

for large labeled datasets. 

● Since large deep learning models have so many parameters, they tend to overfit on small 

datasets and not generalize well. Pre-training the model provides a good initialization point 

and can be viewed as a form of regularization [28]. 

Pre-training a transformer-based language model over a huge corpora has become the de facto 

approach of NLP research in recent years, as a result, many researchers have tried to study and 

further develop this method.   

2.2. Pre-training 

According to Kalyan, Rajasekharan and Sangeetha [27], pre-training a transformer-based language 

model involves five necessary steps described below in sections 2.2.1 – 2.2.5. 
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2.2.1 Prepare the pre-training corpus 

The dataset used for pre-training tasks is always an unlabeled, cleaned text corpus. [15, 29, 30] 

showed that the larger and more diverse the corpus, the higher the performance of the resulting 

model. Furthermore, according to [31], there are numerous duplicate sentences and repetitive 

substrings in all pre-training corpora; by deduplicating the corpus, the required number of training 

steps for achieving a specific level of performance will be reduced. Kalyan, Rajasekharan and 

Sangeetha [27] categorizes all the pre-training corpora into four types: 

1- General corpus: 

In this category, the text is less noisy and usually written by professionals in a formal idiolect. 

Examples of general pre-training corpora include OpenWebText (it is approximately 32GB and 

was used for pre-training RoBERTa [30]) and C4 (a huge collection of common crawl text with 

the size of 750GB which was filtered and used for pre-training T5 [15]). 

2- Social media corpus: 

This category is known to be noisier than others, as it is comprised of informal conversations of 

the general public on social media. Two of the most famous corpora in this category are Rale-E (a 

collection of hateful comments in English posted on Reddit which is a discussion website; this 

corpus was used for pre-training HateBERT [32] ) and Amazon reviews [33] (a huge collection of 

233M Amazon product reviews covering around 29 domains; it was used for pre-training SentiX 

[34]). 

3- Language-based corpus: 

These types of corpora are categorized according to the language used in them and as a result, they 

have various sub-categories as described below. 
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Monolingual: As the name suggests, this corpus focuses on just one specific language. Some 

examples of monolingual corpus are Indo4B [35] (23GB of Indonesian text), BrWaC [36] (17.5GB 

of Brazilian Portuguese web text), CLUECorpus2020 [37], and WuDaoCorpora [38] (both are 

huge collections of Chinese web text). 

Multilingual: This corpus contains texts of more than one language. Some examples of 

multilingual corpus are OSCAR [39] (common crawl text for more than 166 languages; it was 

used in pre-training MuRIL [40]), mC4 (considered to be multilingual equivalent of C4; it contains 

texts of 101 languages and was used for pre-training mT5 [41] ), CC-100 [42] (2.5 TB of common 

crawl text for 100 languages; it was used for pre-training XLM-R [42], infoXLM [43], and XLM-

E [44] ), and IndCorpus (1.17GB of Wikipedia text data for 10 indigenous languages; it was used 

for pre-training IndT5 [45]). 

Parallel: The most important difference between parallel and multilingual corpora is that in a 

parallel corpus, some text data is aligned with its translation in one or more other languages than 

its original language [46]; multilingual corpora do not necessarily have this characteristic. Some 

of the well-known parallel corpora are IIT Bombay [47] (1.49M pairs of English-Hindi parallel 

sentences; it has been used as the pre-training corpus for many TPLMs such as mT6 [48], XLM 

[49], ALM [50], and Unicoder [51]), Multi-UN [52] (parallel corpus of UN official documents in 

six languages; used as the pre-training corpus in some TPLMs such as mT6 [48], ALM [50], 

XNLG [53], and XLM-E [44]), and CC-Aligned [54] (Parallel corpus of 292 million non-English 

document pairs and 100 million English document pairs; used as a pre-training corpus of XLM-E 

[44]). 
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4- Domain-specific corpus: 

There are numerous corpora of specific domains such as biomedical, finance, and academic, which 

contain various domain-specific words, not found in the general domain. As an outcome of this 

fact, the performance of TPLMs pre-trained only on general corpora is so limited in domain-

specific tasks [55]. In order to address this issue, some domain-specific corpuses have been 

introduced, for example: 

MIMIC-III [56]: A biomedical corpus of anonymized ICU patient records gathered over a decade. 

It has been used as the pre-training corpus of BioBERT [55], BLUE BERT [57], and ClinicalBERT 

[58]. 

RealNews [59]: 120GB of de-duplicated common crawl corpus on news text data. It was used for 

pre-training Roberta-base-news [60]. 

S2ORC [61]: A collection of more than 80M academic research papers in English; it was used for 

pre-training the models Roberta-base-biomed [60] and Roberta-base-cs [60].  

 

In closing, as the characteristics of text differ from one type of corpus to another, it is important to 

appropriately choose the pre-training corpus depending on the target domain. 

 

2.2.2 Generating the vocabulary 

In order to use a corpus for pre-training a model, it firstly needs to be converted into a unique set 

of characters and commonly used words/subwords which is usually referred to as “vocabulary”. 

This vocabulary is created by applying any of the tokenizers on the pre-training corpus. Some 

tokenizers that are usually used in TPLMs are WordPiece [62], Byte Pair Encoding (BPE) [63], 

Byte Level BPE [64], and SentencePiece [65]. 
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After creating the vocabulary of the model, one level of abstraction over input vocabulary is the 

embedding. An embedding is a relatively low-dimensional space into which we usually map high-

dimensional vocabulary vectors. The reason for using embedding is to more easily operate over 

inputs like sparse vectors representing words. An embedding can be learned and reused across 

models [66]. 

 

There are various types of embedding that can be used in a specific language model; the type of 

embedding used is important because it impacts the size of the vocabulary and also determines the 

overall size of the pre-trained language model [67]. As a general rule, in TPLMs character or sub-

word embedding are preferred over word embedding because of three reasons [27]: 

1- Character and sub-word embedding will result in a smaller vocabulary size compared to 

word embedding. 

2- Character and sub-word embedding can represent any words, thus overcoming the problem 

of out-of-vocabulary words. 

3- They can encode fine-grained information at character and subword level. 

There’s a category of embedding referred to as main embedding. They are meant to represent the 

input sequence in dense and low dimensional vectors; as the name suggests, they provide insight 

about the main concepts of input text. The main embedding themselves are divided into three 

groups.  

1- Character embedding: 

It maps each one of the characters of the input sequence to a dense low dimensional vector. 

The vocabulary of this embedding includes all of the characters of that specific language 
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(all the letters, punctuations, and numbers of that language). Some models such as 

CharacterBERT [68] and AlphaBERT [69] use character embedding. 

2- Sub-word embedding: 

Unlike character embedding, sub-word embedding have a vocabulary which consists of 

frequently occurring sub-words/words in addition to characters. Most of the popular 

TPLMs such as BERT [8], RoBERTa [30], XLNet [29], T5 [15], and BART [70] use sub-

word embedding (but each one of them has its own specific tokenizer).  

3- Hybrid embedding: 

The main goal of these embedding was to leverage the benefits of both character and sub-

word embedding. Models such as CharBERT [71] use a combination of character and 

subword embedding.  

 

Some specific-domain TPLMs expect the input sequence to contain a series of codes recognizable 

by the model. For example, in a medical domain, many concepts such as diseases, drugs, 

symptoms, and many other concepts are represented in the electronic health records using special 

medical codes. These models have a vocabulary comprised of standard clinical ontologies and 

make use of code embedding. For example, some of the TPLMs in the biomedical domain are 

BERTEHR [72], Med-BERT [73], and BEHRT [74]; this category is usually called as code 

embedding [27]. 

 

In contrast to main embedding, auxiliary embedding are meant for providing additional 

information to the model and each has its own specific purpose. The first category of auxiliary 

embedding are referred to as position embedding. Since transformers do not have any RNN or 
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CNN layers to learn the order of input sentences, they need to make use of position embedding as 

a means of learning the order of input sequences; these position embedding can be divided into 

absolute or relative as follows: 

1) Absolute: Models such as BERT [8], RoBERTa [30], and ELECTRA [75] use these 

embedding and learn them during the training process. Other models such as BEHRT [74] 

and BERTEHR [72] use absolute position embedding in a pre-determined manner. 

2) Relative: In this type of position embedding, the order of input sentences is defined relative 

to each other; XLNet [29] makes use of this embedding. 

Segment embedding is always used in conjunction with position embedding and is meant to 

distinguish between tokens of two input sentences. Position embedding is different for different 

tokens in the input sentence, but segment embedding will be the same for all tokens in each one of 

the input sentences [27]. BERT [8], RoBERTa [30], and ELECTRA [75] make use of segment 

embedding.   

 

Language embedding is usually used in models with multilingual pre-training corpus and their 

goal is to explicitly inform the model about the language of input sentences [27]. XLM [49], 

Unicoder [51], and XNLG [53] use these embedding.  

 

Entity type embedding provide information about various entities to the model during the pre-

training process. For instance, OAG-BERT [76] is a transformer-based language model pre-trained 

on academic text as well as augmented with information on various academic entities such as 

paper, published venue, author affiliation, research domain, and authors. 
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Age and gender embedding are usually studied/used in the pre-trained language models in 

conjunction with each other. For example, in medical pre-trained models such as BEHRT [74] and 

BERTEHR [72] input sequences are a series of patient medical records. Apart from code 

embedding, it is useful to provide temporal information like age and gender to the model; age and 

gender embedding provide that additional knowledge in an explicit manner. 

 

UmlsBERT [77] is a medical TPLM which was obtained by pre-training ClinicalBERT [58] model 

on the UMLS data. UMLS is a collection of more than 100 medical concepts; during the process 

of continual pre-training, the semantic type information is provided to the model explicitly via a 

specific category of embedding referred to as semantic group embedding. 

 

2.2.3 Designing the pre-training tasks 

During the self-supervised learning (SSL) process, the language model will learn universal 

language representations by performing one or more pre-training tasks. It is of great importance to 

decide which pre-training task to use for a given TPLM because those tasks should be challenging 

enough so that they provide as many training signals to the model as possible; moreover, a pre-

training task should be similar to the downstream task. Kalyan, Rajasekharan and Sangeetha [27] 

suggested a comprehensive list of some pre-training tasks usually used in modern TPLMs. 

Causal Language Modeling (CLM): In this task, the model tried to predict the next word in a 

sequence, based on the context. GPT-1 [78] was the first TPLM to use this task and after that, 

UniLM [79] used both left-to-right and right-to-left CLM as a pre-training task. 

Masked Language Modeling (MLM): The main disadvantage of CLM is its inability to leverage 

both right-to-left and left-to-right contexts during the pre-training process of the model. 



 

Page | 21  
 

Bidirectional contextual information has proved to be far more effective compared to 

unidirectional information; but it is impossible to use this information in the standard CLM. MLM 

is an improved version of CLM which allows the usage of tokens from both contexts; and BERT 

[8] was the first model to use this pre-training task. 

Replaced Token Detection (RTD): MLM is a great improvement upon CLM but it has two main 

drawbacks: 

1- MLM provides training signals only for 15% of the tokens in input sequences (it wastes 

system resources). 

2- MLM uses the special mask tokens only during the pre-training process, which causes 

discrepancy between pre-training and fine-tuning stages.  

RTD tackles these issues by identifying the replaced tokens. MLM involves predicting the original 

tokens by processing masked tokens; while RTD is in fact a binary classification task, which tries 

to classify each one of the input tokens as replaced or not replaced. ELECTRA [75] was the first 

model to use this pre-training task. 

Shuffled Token Detection (STD): Similar to RTD, STD is a token level task that tries to 

discriminate between shuffled and non-shuffled tokens; hence, avoids discrepancy between pre-

training and fine-tuning stages of a model. Panda et al. [80] performed continual pre-training on 

RoBERTa using STD and showed that this improves the performance of the model in many NLP 

tasks. 

Random Token Substitution (RTS): RTD is more sample efficient compared to MLM, but the 

problem with this task is that it requires a separate generator for corrupting the input sequences; 

and training such a generator model will be computationally expensive. In order to address this 

issue, Di Liello, Gabburo and Moschitti [81] proposed RTS which tries to identify the randomly 
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substituted tokens. In this method, 15% of tokens are randomly substituted with other tokens of 

the vocabulary. RTS is sample efficient like RTD but does not require any separate generator 

model to corrupt the input sequence. 

Swapped Language Modeling (SLM): SLM is another category of pre-training tasks that tries to 

overcome the drawbacks of MLM by corrupting the sequence with random tokens from vocabulary 

at a probability of 0.15 [81]. SLM replaces those tokens with random tokens which is similar to 

RTS, but unlike RTS which is sample efficient by involving every token in the input sequence, 

SLM is not sample efficient as it involves only 15% of input tokens. 

Translation Language Modeling (TLM): This is an extension of MLM for using parallel data in 

cross-lingual pre-training. XLM [49] was the first language model to use TLM as a task of pre-

training, followed by XNLG [53]. In this task, input is a pair of sentences which are parallels of 

each other (one sentence is translation of the other one in a given language). TLM masks tokens 

of both of those sentences in a random way. Since prediction of masked tokens involves context 

from both of the sentences, TLM helps the model to learn cross-lingual mapping. 

Alternate Language Modeling (ALM): ALM involves predicting the masked tokens in the code-

switched sentences generated from parallel sentences [50]. For a given parallel sentence pair, a 

code-switched sentence is generated by randomly substituting some phrases of the first sentence 

with their translations from the second sentence. After that, the input tokens will be masked 

following the same settings as standard MLM. By pre-training the model on code-switched 

sentences, it will learn the relationships between those languages in a much better way. Yang et 

al. [50] proved that a model pre-trained by ALM outperforms one that has used TLM as its pre-

training task. 
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Sentence Boundary Objective (SBO): SBO involves predicting the masked tokens based on the 

span boundary tokens and position embedding [82]. Similar to MLM, SBO tries to predict the 

masked tokens as well; but it is different from MLM in three aspects: 

1. SBO masks only contiguous spans of tokens while MLM masks tokens randomly. 

2. Unlike MLM, in SBO, the prediction of masked tokens involves span boundary tokens and 

position embedding as well (in MLM it only involves masked tokens). 

3. SBO is more challenging compared to standard MLM because it tries to predict entire spans 

of text (MLM tries to predict just the next word in a sentence). 

Next Sentence Prediction (NSP): NSP is a binary sentence pair classification task that involves 

identifying consecutive sentences; thus helping the model to learn relationships between sentences 

[8]. Pre-training the model at the sentence level is useful in downstream tasks like question 

answering, natural language inference (NLI), and semantic textual similarity (STS) which involve 

sentence pair inputs [27]. 

Sentence Order Prediction (SOP): NSP takes into account both topic and coherence prediction 

but since topic prediction is easier, effectiveness of NSP is questionable [30]. SOP is a sentence-

level pre-training task that tackles this issue by only paying attention to sentence coherence. 

ALBERT [83] was the first ever model to use SOP as a pre-training task. This task involves 

identifying whether the given sentences are swapped or not. 

Sequence-to-Sequence LM (Seq2SeqLM): In a standard MLM task, the original words are 

predicted by feeding the vector of masked tokens to a softmax layer over the vocabulary. 

Seq2SeqLM is an extension to this architecture for pre-training encoder-decoder-based models 

such as T5 [15], mT5 [41], or MASS [84]. In Seq2SeqLM, the context includes all words in the 

input masked sequence and the left side words in the predicted target sequence. With a masked 
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sequence as input to the encoder, the decoder predicts the masked words from left to right 

sequentially. 

Denoising Auto Encoder (DAE): In DAE, the pre-training task for the model is to reconstruct the 

original text from a corrupted input sequence [70]. This input text could be corrupted at token, 

phrase, sentence, or document level; and just like Seq2SeqLM, this task can be used for training 

encoder-decoder-based models. 

However, the main advantage of DAE over Seq2SeqLM is that it is more sample efficient because 

DAE involves reconstructing the entire original text while Seq2SeqLM is concerned only with 

reconstructing masked tokens. BART [70] was one of the TPLMs using DAE as a pre-training 

task. 

2.2.4 Choosing the pre-training methods 

Training a new model from scratch by only using SSL is highly expensive and consumes a lot of 

pre-training time. Instead, there are various methods that can be used alongside SSL for a more 

efficient pre-training process. Kalyan, Rajasekharan and Sangeetha [27] have categorized all the 

pre-training methods into 5 major groups: 

1. Pre-training from Scratch (PTS) 

PTS is the most straightforward method of pre-training; in this method, all the layer parameters of 

the model are randomly initialized and then learned during the pre-training process by minimizing 

their loss over the pre-training tasks. Some of the most famous TPLMs pre-trained with this 

method are BERT [8], RoBERTa [30], ELECTRA [75], T5 [15], and SciBERT [85]. As mentioned 

previously, the main drawback of PTS is that it is computationally expensive and requires a large 

number of GPUs/TPUs. 
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2. Continual Pre-training (CPT) 

CPT tries to tackle issues of PTS by initializing weights of the model from an existing TPLM and 

then further pre-training it. Unlike PTS, in continual pre-training model parameters are not learned 

from scratch; hence, it consumes less pre-training time and computing power. CPT is commonly 

used to develop TPLMs in specific domains and according to whether the continual pre-training 

is performed with or without new vocabulary, it can be divided into three sub-categories: 

a) CPT with existing vocabulary: 

The main drawback of this variant is lack of target domain-specific vocabulary, especially 

in cases where the primary corpus does not include many of the domain-specific words. In 

such a situation, domain-specific words are usually split into various sub-words which 

severely decreases model performance in downstream tasks. BioBERT [55], LEGAL-

BERT [86], CodeBERT [87], HateBERT [32], and SentiX [34] are among the models pre-

trained with this method. 

b) CPT with new vocabulary: 

This method tries to overcome the aforementioned issues by continual pre-training over 

target domain or language-specific vocabulary. In this method, during continual pre-

training, the embedding layer is randomly initialized but all the other layers will be 

initialized with existing language model parameters. Pay attention that the performance of 

the model obtained by continual pre-training with new vocabulary is slightly less but on 

par with the performance of the model acquired by PTS. Some of the models pre-trained 

using this method are RuBERT [88], BERTimbau [89], Slavic-BERT [90] (all initialized 

from multilingual BERT [8] but further pre-trained with language-specific vocabulary), 
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and PTT5 [91] (initialized from T5 [15] and further pre-trained with language specific 

vocabulary). 

c) CPT with existing and new vocabulary: 

Yao et al. [92] were the first ones to perform this method by proposing the “adapt and 

distill” approach for adapting general models to a specific domain with the use of 

vocabulary expansion and knowledge distillation. The main benefit of this approach over 

the previous methods is that it not only adapts general models to a specific domain, but 

also reduces the model size. 

 

3. Simultaneous Pre-training (SPT) 

Both PTS and CPT methods require large volumes of domain-specific unlabeled text to pre-train 

the model and this limits usability of these methods in cases that there is a lack of domain-specific 

text. For instance, domain-specific text in some languages other than English is available only in 

small quantities.  Using PTS or CPT over a small amount of domain-specific text data will cause 

the model to overfit and not generalize well on new input data. Simultaneous pre-training (SPT) 

tackles this issue by pre-training the model from scratch using both the general and domain-

specific text. This method ensures having a balanced pre-training by up-sampling the domain-

specific corpus. As an example, Wada et al. [93] showed that Japanese clinical BERT pre-trained 

using SPT outperforms Japanese clinical BERT trained from scratch. 

 

4. Task Adaptive Pre-training (TAPT) 

The common point between PTS, CPT, and SPT is that all of them require the model to be pre-

trained over large volumes of general or domain-specific or combined text data. As all these 
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methods involve training over a large amount of text, they are considered to be expensive. Unlike 

these approaches, TAPT allows the model to learn fine-grained task-specific knowledge along 

with domain-specific knowledge by pre-training on a rather small dataset of task-specific 

unlabeled text [60]. Since it requires a comparatively smaller amount of text compared to its 

forerunners, TAPT is considered a cheaper approach and a more efficient solution for cases where 

the cost of finding large domain-specific text is unjustifiably high. TAPT is usually used as a 

complementary approach to other pre-training methods like PTS and CPT. 

 

5. Knowledge Inherited Pre-training (KIPT) 

All the pre-training methods discussed so far, solely depended on self-supervised learning (SSL) 

in order to pre-train the model; which will be highly expensive and time consuming if the model 

is larger than a specific size. Inspired by the real-world observation that humans learn not only 

through self-learning but also by gaining knowledge from other people, Qin et al. [94] proposed a 

novel pre-training method which pre-trains the model using both self-supervised learning and 

knowledge distillation, referred to as KIPT.  Using KIPT, it is possible to reuse the knowledge 

available in existing pre-trained models to pre-train a new model. By learning from a teacher model 

in addition to self-supervised learning, the student model gains more knowledge and also 

converges faster; this makes KIPT more proficient compared to previous methods which only 

relied on self-supervised learning. Furthermore, Qin et al. [94] have shown that models pre-trained 

with KIPT outperform models trained using self-supervised learning only. CPM-2 [95] was the 

first large scale TPLM pre-trained with the use of KIPT. 

 



 

Page | 28  
 

2.2.5 Choosing the pre-training dynamics 

Liu et al. [30] showed that carefully choosing the pre-training dynamics such as dynamic masking, 

larger batch sizes, more pre-training steps, and longer input sequences can further enhance the 

performance of the pre-trained model. One important subject to pay attention to is that using large 

batch sizes may cause difficulty in optimization. In order to solve this issue, it is recommended to 

(1) Linearly increase the learning rate in the early steps of pre-training and (2) Use different 

learning rates in different layers which also helps speeding up convergence [96]. 

 

Materials discussed in this chapter so far were centered on how to pre-train a model and create a 

TPLM. But it is a valuable effort to provide a taxonomy for distinguishing between various 

families of TPLMs and better understand their different characteristics. Kalyan, Rajasekharan and 

Sangeetha [27] have classified TPLMs according to four different perspectives and here three of 

them are mentioned Section 2.3. 

2.3. Taxonomy of TPLMs 

2.3.1 Architecture 

The original transformer architecture proposed by Vaswani et al. [4] consists of both encoder and 

decoder layers. According to whether a TPLM was trained with encoders, decoders, or both of 

them, they can be categorized into three groups: 

(1) Encoder based: These models consist of an embedding layer followed by a stack of encoder 

layers; and output of the last encoder layer is considered to be the final context which 

represents the processed input sequence. As a general rule, encoder based TPLMs are used in 

natural language understanding (NLU) tasks. BERT [8], XLNet [29], RoBERTa [30], 
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ELECTRA [75], ALBERT [83], and XLM-E [44] are among the models that fall into this 

group. 

(2) Decoder based: These models consist of an embedding layer followed by a stack of decoder 

layers. Decoder based models are usually used in natural language generation tasks. GPT-1 

[78], GPT-2 [97], and GPT-3 [98] are among the models that fall into this group. 

(3) Encoder-Decoder based: This category of models are more suitable for modeling tasks which 

require both understanding and generation of natural language; such as machine translation, 

text summarization, and so on. T5 [15], mT5 [41], mT6 [48], BART [70], mBART [99], 

PLBART [100], PEGASUS [16], and PALM [101] are just a few of the pre-trained language 

models that fall into this group. 

 

2.3.2 SSL 

The self-supervised learning technique used in a TPLM is one of their key ingredients and 

according to the SSL technique used for training the models, they can be categorized into four 

major groups. 

(1) Generative SSL 

In the generative SSL technique, the model will be trained by trying to predict tokens in a given 

sentence. Generative SSL can be performed in three different scenarios: 

1- The model tries to predict the next token based on current tokens (Causal Language 

Modeling - CLM). 

2- Model predicts the masked tokens in a given sequence of text data (MLM and its 

variants such as TLM, Seq2SeqLM). 

3- Model reconstructs original text from the corrupted text (DAE). 
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GPT-1 [78], GPT-2 [97], GPT-3 [98] (based on CLM), RoBERTa [30], XLM [49], XLM-R [42] 

(based on MLM and TLM), BART [70], mBART [99] (based on DAE), MASS [84], T5 [15], and 

mT5 [41] (all based on Seq2SeqLM) are among the models that fall into generative SSL category. 

(2) contrastive SSL 

In contrastive SSL technique, the model learns by comparison. Currently, there are no TPLMs 

solely trained using contrastive SSL, but rather use it in continual pre-training to further improve 

the model (usually for learning the sentence-level semantics). For instance, CERT [102] uses 

contrastive SSL to improve BERT model by injecting more sentence-level semantics, and 

outperforms BERT in many NLP tasks. CERT, Mirror-BERT [103], and SimCSE [104] are among 

the models that fall into this category. 

(3) Adversarial SSL 

Adversarial SSL technique trains the model by distinguishing corrupted tokens (which can be 

replaced or shuffled). ELECTRA [75] is pre-trained using replaced token detection (RTD) and 

XLM-E [44] is pre-trained using multi-lingual replaced token detection (MRTD) and translation 

replaced token detection (TRTD). Panda et al. [80] on the other hand, used adversarial SSL via 

shuffled token detection (STD) to further improve RoBERTa model. 

(4) Hybrid SSL 

Hybrid SSL technique is just an amalgamated version of other SSL techniques applied to a single 

TPLM. For instance, BERT [8] uses generative (MLM) and contrastive SSL (NSP), and ALBERT 

[83] uses generative (MLM) and contrastive SSL (SOP). For example, infoXLM [43] makes use 

of generative (MLM, TLM) and contrastive SSL (cross lingual contrastive pre-training). 

Moreover, CLINE [105] was developed by further pre-training RoBERTa using generative 

(MLM), contrastive, and adversarial SSL (RTD). 
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2.3.3 Extensions 

TPLMs discussed in this section couldn’t be classified into any other groups but they all extend 

the capabilities of a normal TPLM in specific ways. 

 

Kaplan et al. [106] proved that the performance of a TPLM can be highly improved by increasing 

the batch size, volume of pre-training corpus, and number of training steps. But the main problem 

here is that large models will cause higher levels of latency in real-world applications where 

resources are limited and require fast responses. Compact TPLMs are a category that try to address 

this issue by compressing the size of TPLM. In order to reduce the size of TPLMs and make them 

faster, many compression techniques have been proposed in recent years; Gupta and Agrawal 

[107] give a comprehensive list of all of these techniques and divide them into four main groups: 

1- Pruning: 

Michel, Levy and Neubig [108] and Voita et al. [109] have shown that most of the attention 

heads in a TPLM are redundant and can be removed during the inference stage of the model. 

Furthermore, Fan, Grave and Joulin [110] proved that lots of encoder layers can be dropped 

during pre-training process without influencing model performance. All deep learning models 

(including TPLMs) are over parameterized i.e., some of their components (such as weights, 

attention heads, or layers) can be removed during or after the pre-training process without 

much impact on the performance [27]. Doing so, will reduce the size and inference time of the 

model.  

2- Quantization: 

Comparably similar to pruning which compresses a model by removing less important weights, 

quantization compresses the model by using fewer bits to represent each weight. By default, 
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TPLMs use either 32 or 16 bits for representing each parameter, but quantized models might 

use 8 bits (e.g. Q8BERT [111]) or even lesser (e.g. Q-BERT [112], TernaryBERT [113], and 

Gobo[114]). Various methods have been proposed to reduce the performance drop in cases 

where the number of bits is less than 8, such as mixed-bit quantization [112, 114], combining 

knowledge distillation with quantization [113], and product quantization [115]. 

3- Knowledge Distillation: 

Firstly introduced by Buciluǎ, Caruana and Niculescu-Mizil [116] and later generalized by Ba 

and Caruana [117] and Hinton, Vinyals and Dean [118], this model compression method 

allows for training compact student models from larger teacher models. During this procedure, 

the student model tries to learn the generalization ability of the teacher by reproducing its 

behavior. Hence, the performance of the student model will be on par with the teacher model. 

The generalization approach of [117] was to train the student model using L2 loss between 

output logits of teacher and student model. But [118] on the other hand, uses cross-entropy 

between softmax logits of teacher and student models (a.k.a. soft loss) as well as cross-entropy 

of student model’s predictions and actual labels (hard loss). DistilBERT [119], TinyBERT 

[120], PKD-BERT [121], MobileBERT [122] and MiniLM [123] are among the models which 

have used knowledge distillation as a means of compressing the model. 

4- Parameter Sharing: 

ALBERT [83] has managed to achieve a lite version of BERT model by performing cross layer 

parameter sharing and factorized embedding parameterization. Using those two techniques, 

ALBERT has managed to achieve 18x fewer parameters and 1.7x faster training compared to 

the BERT-large model. 
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The current standard approach for adapting a general model to a specific domain is continual pre-

training (CPT); although the resulting models of CPT achieve good performance, this process is 

computationally expensive and not environmentally friendly with CO2 emissions [7]. This 

problem fostered research focus on developing a new family of methods for adapting general 

models to a specific domain in a less computationally expensive fashion; this category of models 

are collectively referred to as green TPLMs. Some of the example efforts for developing these 

green models include: 

1- GreenBioBERT [124]: Was developed by extending the vocabulary of the BERT-base model 

using domain-specific word embeddings. It achieves comparable performance with BioBERT 

[55] which was developed by continual pre-training during 10 days using eight v100 NVIDIA 

GPUs. 

2- exBERT [125]: It was developed by extending general BERT with domain-specific WordPiece 

embeddings and an extension module. The technique used in this model is to freeze all the 

other parameters while performing continual pre-training over the extra WordPiece 

embeddings and extension module parameters; hence, reducing the price of calculations. 

3- E-BERT [126]: This model was developed by extending BERT model vocabulary with the 

Wikipedia2Vec [127] entity vectors. This model does not need any further pre-training but has 

managed to outperform some pre-trained models such as ERNIE [128] and KnowBERT [129] 

over the LAMA [130] benchmark. 

 

Most TPLMs use sub-word embeddings which are based on the idea that only rare and misspelled 

words should be represented using sub-words while frequently used words should be represented 
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as they are. This architecture is advantageous enough to make sub-words the default embeddings 

used for TPLMs; but they have two intrinsic drawbacks: 

1- They cannot encode fine-grained character-level information in the word representation. 

2- They are susceptible to noise; even simple typos in text can change the representation of words 

and impact model learning. 

In order to address the issues above, a character-based category of TPLMs have been proposed 

which includes models such as CharacterBERT [68], CharBERT [71], and AlphaBERT [69]. 

 

Almost all the TPLMs discussed in this paper so far make use of some kind of embeddings (sub-

words, words, characters, etc.) for converting input text into tokens. Apart from all of their 

advantages, these tokenization methods have some drawbacks: 

1- Sub-word embeddings require a fixed number of vocabulary which tends to be so large in 

multilingual models. In this case, the model needs to have a vocabulary matrix in which each 

token is mapped with a vector and softmax matrix in the output layer. These huge matrices 

will occupy a significant amount of model parameters. For instance, in a multilingual model 

such as mT5, these two matrix parameters are about 66% of all the model parameters [41]. 

2- Having a fixed vocabulary makes the adaptation of a general model to new domains inefficient 

because many domain-specific words are not represented properly in the vocabulary. This 

problem will impact the model adaptation and downstream performance on new tasks [131]. 

3- Both sub-word and character embeddings require an explicit tokenizer for splitting the input 

sequence based on the white spaces or punctuations in the text. This becomes a major problem 

in case of some languages that do not use white space or punctuation for separating words. For 
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example, Chinese and Thai do not use white space as separators; moreover, Hawaiian and Twi 

languages use punctuations as consonants [132]. 

 

There has been an increasing interest towards overcoming these issues with tokenization-free 

TPLMs. This category of models have no need for language-specific tokenizers, are more robust 

to noise, and do not suffer from a large vocabulary or significant amount of model parameters. 

Some examples of tokenization-free models are: 

CANINE [132]: The first ever tokenization-free TPLM, it directly operates on character sequence. 

The main method of this model is to apply convolution layers on character sequence (in order to 

reduce input sequence length) and then apply transformer encoder layer stack. 

ByT5 [133]: This is an improved version of the T5 model for handling input text at a byte-level 

without using any fixed vocabulary.   

Charformer [134]: This model follows a different procedure compared to the aforementioned 

examples. It makes use of a novel tokenizer that leverages gradients for automatically learning 

sub-words from characters. Doing so, eliminates the requirement for a fixed vocabulary. 

Charformer performs on par with models such as T5 while outperforming byte-level models like 

ByT5. Moreover, gradient-based tokenizers have an interpretable output (unlike CANINE). 

 

General purpose TPLMs like BERT have failed in creating effective sentence-level embeddings. 

In order to address that issue, many supervised and self-supervised methods have been proposed 

recently for leveraging sentence-based TPLMs. Some examples of sentence-level TPLMs are as 

follows: 
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1- SBERT [135]:  

One of the first supervised approaches for extending BERT in order to generate high-

quality sentence embeddings, SBERT fine-tunes BERT using Siamese network over NLI 

[136, 137] and STSb [138] datasets (which are sentence pair classification tasks); hence, 

the model learns sentence-level semantics and is capable of generating quality sentence 

vectors.  

2- DvBERT [139]: 

It uses multi-view learning for further extending SBERT by adding word-level interaction 

features across two sentences. 

3- IS-BERT [140]: 

Zhang et al. [140] showed that performance of SBERT and Dv-BERT methods is limited 

when the training data is scarce or distribution of test data differs significantly from that of 

training data. Moreover, the necessity of labeled datasets limits the application of these 

models in domain-specific scenarios where labeled data is not abundant. In order to 

overcome these problems, many SSL methods were proposed; for instance, IS-BERT uses 

mutual information maximization strategy for learning quality sentence embeddings. 

4- Mirror-BERT [103]: 

Another SSL method that trains BERT by using a contrastive learning-based objective to 

push positive sentence pairs (which are obtained by random masking in input space or 

applying dropout in feature space) to have similar representations. 
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5- TSDAE [141]: 

It firstly gives a corrupted sentence to the original model and then tries to train the model 

by reconstructing the original sentence from the embedding vector created by the encoder 

layer of the initial model. 

6- SimCSE [104]: 

A contrastive-learning based framework for improving TPLMs’ functionality on 

generating sentence embeddings; it can work on both labelled and unlabeled data. 

Historically, TPLMs are known to require pre-training on large amounts of data for long 

durations; recently, some new architectures have been proposed for achieving similar (or 

better) performance using less pre-training data and less costs. Some examples of these 

models which are commonly referred to as efficient TPLMs are these: 

7- DeBERTa [142]:  

Improves upon basic BERT model by using disentangled attention mechanism (for 

representing a word with separate vectors to encode its content and position information) 

and enhanced masked decoder (it predicts masked tokens instead of softmax layer during 

pre-training). 

These two novel methods have improved the model’s pre-training efficiency and the 

DeBERTa model which was pre-trained on 78GB of data, has managed to outperform 

RoBERTa which is a model pre-trained on 160GB of data. 

8- ConvBERT [143]: 

It tries improving BERT by using a mixed attention block, consisting of self-attention 

module (for modeling global dependencies) and span based dynamic convolution modules 

(for modeling local dependencies). Furthermore, authors of ConvBERT observed that 
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some attention heads are needed to model only local dependencies; hence, they replaced 

these attention heads with span-based dynamic convolution modules. Using these refined 

model architectures, ConvBERT managed to outperform ELECTRA-base model while 

having less than ¼ of its pre-training cost.  

 

The self-attention mechanism in transformers updates the representation of each input token by 

attending to all the other tokens in the input sequence [4]. But the main problem is with the 

scalability of transformer models (in long input sequences) because of the quadratic time 

complexity of the self-attention module. In order to overcome this drawback and extend usage of 

TPLMs to even long input sequences, two main methods were proposed: 

1- sparse self-attention: 

It tries to reduce the complexity of self-attention mechanism by including sparsity bias, 

which reduces the number of query-key pairs that each query attends to. Longformer [22], 

ETC [144], Big-Bird [145], and Reformer [20] are some of the more-known TPLMS that 

implement this technique.  

2- linearized self-attention: 

It tries to achieve reduced complexity by disentangling the attention with kernel feature 

maps and then computing the attention in reverse order. Performer [146] is one of the 

models that makes use of this technique. 

 

During the pre-training process, model learns the knowledge available in a large volume of text by 

solving one or more challenging pre-training tasks over that corpus. Recent works have tried to 

further improve TPLMs by integrating the knowledge already available in external knowledge 
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bases. These TPLMs which are enhanced with knowledge from external sources are collectively 

referred to as Knowledge Enriched TPLMs. Some of these external knowledge bases usually 

leveraged in these models are WordNet [147], Wikidata (both are used for the general domain), 

and UMLS [148] (in the biomedical domain). Some examples of knowledge enriched TPLMs are 

CausalBERT [149] (injects causal knowledge into BERT model using two novel pre-training tasks 

on cause-effect pairs), KnowBERT [129], SenseBERT [150], LIMIT-BERT [151], LIBERT [152] 

(is pre-trained from scratch using lingual relation classification-LRC- task along with MLM and 

NSP), SentiLARE [153] (introduces label-aware MLM to inject POS tag and word polarity 

information into BERT), ERNIE [128], E-BERT [126] (all of them in the general domain); and 

Clinical KB-BERT [154], Clinical Kb-ALBERT [154], SAPBERT[155], UmlsBERT [77], and 

CODER[156] (all of them in medical domain). 

 

As it is shown in Figure 1.2, initial TPLMs had a size range around 110M to 340m parameters. 

Kaplan et al. [106] showed that the performance of TPLMs is strongly related to three factors: 

1- Number of parameters. 

2- Size of the pre-training corpus. 

3- Amount of pre-training compute. 

According to that paper, all of these three must be scaled up at the same time in order to achieve 

an optimal performance. These observations triggered the sparks for developing many large or 

very large models. Some of the latest very large-scale TPLMs are these: GPT-3 (175B parameters) 

[98], PANGU (200B parameters) [157], GShard (600B parameters) [158], and Switch-

Transformers (1.6T parameters) [159]. Apart from all of their advantages over smaller models, 
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large-scale TPLMs are not easily usable (mostly because of their size and needed computing 

power) and could cause serious environmental impacts. 

 

According to the author's personal experience of working with TPLMs during this research work, 

if researchers are mainly relying on the free version of Google Colab [160] for their computations, 

it is almost impossible to train a model with more than 500M parameters in a reasonable amount 

of time. The first section of this chapter mainly focused on transformer based language models, 

their characteristics, and how they can be used for performing NLP tasks via transfer learning, and 

a comprehensive taxonomy of all kinds of TPLMs and how they differ from each other. But since 

during this research work various TPLMs have been used for performing text summarization, we 

need to study the current state of research work in this field as well. Hence, the rest of this chapter 

focuses on neural text summarization and revisits most recent research papers published in this 

area. 

 

2.4. Text summarization 

Automatic text summarization task aims at automatically producing a shorter version of a text 

while preserving most of its meaning [161]. Such a task could be performed in two main ways: 

1) Extractive Summarization: 

It is usually considered as a binary classification problem which decides whether to include 

some span of input text (usually a sentence) in the final summary or not. It is considered to 

be the easier version of summarization since it merely copies informative parts of input 

text [16]. 
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2) Abstractive Summarization: 

Unlike the extractive type, this technique may generate novel words which did not exist in 

the input. Hence, it is harder to perform compared to extractive summarization. A good 

abstractive summary covers principal information in the input and is linguistically fluent 

[16]. Some previous works suggest that combining extractive summarization objectives 

with abstractive techniques can further boost the performance of abstractive summarization 

[162], [163]. 

 

Most of the earlier research work in this field focused on extractive summarization but then the 

research trend gradually shifted towards more abstractive techniques of text summarization [164]. 

According to the taxonomy proposed by [165], the modern abstractive approaches for 

summarizing single-document texts could be classified to the following main groups: 

a) Attention-based summarization: 

Rush, Chopra and Weston [166] were one of the first to make use of attention mechanism in a 

summarization system. The architecture proposed was a feed-forward neural language model 

combined with a contextual input decoder (and an attention-based encoder) for generating 

headlines from each input sentence. Moreover, the authors experimented with tuning a very 

small set of additional features that trade off the abstractive/extractive tendency of the system. 

 

Recurrent Attentive Summarizer (RAS): Originally introduced in [167], RAS is an extension 

of the attention-based summarization model which tries to leverage improved attention models. 

The decoder of RAS is created with vanilla RNN and the convolutional attention-based 

encoder convolves over the full embeddings.  
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Another extension of the ABS model uses a technique called “Abstract Meaning 

Representation” or AMR; which was first introduced in [168]. It is a rooted, directed, and 

acyclic graph that tries to encode the meaning of a sentence. 

 

AMR usually can represent some important information of the sentence such as predicate-

argument structures or named entities. This information contained by AMR provides effective 

clues for the model to produce output summaries.  

 

b) Encoder-decoder models with various attention mechanisms: 

Lopyrev’s model [169] was one of the first architectures that included encoder-decoder in the 

summarization model by utilizing two deep stacks of four LSTM (Long Short-Term Memory) 

units as the decoder and encoder. Furthermore, this architecture tested with two different 

attention mechanisms. The first one was the dot attention. The other one consisted of a small 

set of neurons for computing the attention weights, which made the output of the model more 

interpretable and easier to be studied. 

 

Chen et al. [170] incorporated a coverage mechanism (mentioned as “distraction”) for 

implementing encoder-decoder architecture into their model. This architecture proposed a 

novel attention mechanism that not only considers specific regions and contents of input 

documents, but also distracts them to traverse between different contents of a document. This 

model performs three different kinds of distraction for implementing its encoder-decoder 

architecture: 
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1) Kullback-Leibler (KL) divergence [171] of attention weights. 

2) Distraction on the attention-primed input content vector. 

3) Distraction on the hidden output vector. 

 

One of the major drawbacks in the models mentioned above is that they often generate 

repetitive and incoherent phrases when trained on longer documents. In order to mitigate 

these issues, Paulus, Xiong and Socher [172] proposed an intra-attention-based encoder-

decoder architecture coupled with reinforcement learning objectives. Moreover, an intra-

decoder attention mechanism is introduced to prevent the model from attending over the 

same parts of the input on different decoding steps. This was the first end-to-end abstractive 

summarization model trained on NYT dataset. 

 

Graph based attention mechanism was initially introduced by Tan, Wan and Xiao [173], 

this technique generates a hidden state graph containing representations of all the sentences 

in an input sequence. Afterwards, this graph is used to determine the attention score of each 

sentence. This model uses two different LSTMs as the word encoder and the sentence 

encoder respectively. The LSTM-based decoder receives the preprocessed document as its 

initial state and predicts the sentence representations sequentially. 

 

Gehrmann, Deng and Rush [162] invented “Bottom-up attention” technique as an effort 

for improving the selection process of summary content;  in order to do so, a data-efficient 

content selector is employed for determining salient phrases in a source document. The 
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content selector computes the selection probability for each word of input sequence; these 

probabilities were later used for modifying the attention distribution of the model. 

 

Hsu et al.  [174] proposed a unified model which tried to combine the strength of both 

extractive and abstractive realms of summarization. It firstly applies the SummaRuNNer 

[175] (as the abstractive part of architecture) to all the input sentences and the output of 

this layer of the model will be treated as sentence-level attention. Similarly, the word-level 

attention vectors of this model are obtained by the pointer-generator model [176] (the 

extractive part of architecture) and finally, these sentence-level and word-level attention 

vectors are modulated with each other in order to decrease the chance of words in less 

attended sentences to appear in the output text. 

 

Fan, Grangier and Auli [177] designed an encoder-decoder model where both of those 

elements were Convolutional Neural Networks (CNNs). The connecting network between 

encoder and decoder was a multi-hop attention module. This model delved deeper into 

implementing all blocks via attention, by adopting self-attention in the decoder to enable 

the model to refer back to previously generated words. 

 

RC-Transformer (RCT) was proposed by Cai et al. [178] as an extension of transformer 

architecture with an additional RNN-based encoder; which was meant to capture the 

sequential context representations of input sequence. As a result, this model architecture 

features two encoders (for capturing contextual semantic representations and modeling 

sequential context, respectively) and single decoder. RCT can not only learn long-term 
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dependencies, but also address the inherent shortcomings of Transformer. This model has 

proved to be speedier than classical Seq2Seq models [165]. 

 

c) Methods tackling repetition problem: 

The model introduced in [179] tried to address the problem of unknown words in the final 

summary by using the idea that some of the words in this generated summary also appear in 

the input text. Their suggested architecture can be trained to pick up a word from the input 

sequence and copy it to the final summary. At each time step, this model first determines 

whether to take a word from the predefined shortlist or to copy a word from the source 

sentence. 

 

Gu et al. [180] further developed the copying mechanism mentioned above by using a 

Bidirectional Recurrent Neural Network (BiRNN) as its encoder and also a vanilla RNN as the 

decoder. In the proposed architecture, the decoder reads the context vector and creates 

summary sentences with either copying or generation. 

 

The model suggested by See, Liu and Manning [176] took a different approach than the 

previous papers for overcoming the unknown words and repetition problem in summarization. 

Their suggested model augmented the attentional encoder-decoder model with a hybrid 

pointer-generator (PG) network. They also used a bidirectional LSTM as the encoder and 

another LSTM as the decoder. In their proposed model, the PG network will calculate the 

generation probability from the context vector, decoder state, and decoder input. Then, the 
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coverage mechanism is used to keep track of what has been summarized; hence, discouraging 

repetition in the final summary. 

 

d) Inspirations by human summarizers: 

Zeng et al. [181] were inspired by human summarizers who read the text numerous times 

before generating the summaries, proposed the “read-again” model. This architecture first 

reads the input text and then does a second read for paying special attention to the words that 

are relevant to generate the final summary. The procedure for doing so is to use the information 

acquired from the first read to bias the second read representations. 

 

Li et al. [163] drew inspiration from human summarizers who first skim through a document 

and delete unnecessary materials. They extended the encoder-decoder framework by adding 

information selection layer which is designed as a filtering network that consists of two parts: 

1) Gated global selection for filtering out the unnecessary information. 

2) Local sentence selection for picking up salient parts of document 

sequentially to produce the final summary. 

Inspired by how humans summarize long documents, Chen and Bansal [182] devised a model 

that combined extractive and abstractive summarization with reinforcement learning. It 

features a temporal convolutional model which is applied to compute the representation of 

each sentence. Furthermore, it uses a LSTM to train a pointer network for extracting sentences 

recurrently. Lastly, in order to address the problem of out of vocabulary words, the copying 

mechanism is used to directly copy some of those words from the input document to the 

generated summary. 
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e) Incorporating additional features: 

Nallapati et al. [183] tried to address the common problems of classical attentional encoder-

decoder architectures by adopting a bidirectional gated recurrent unit (BiGRU) as the encoder 

and also a gated recurrent unit (GRU) as its decoder. The architecture they proposed, firstly 

captures all the additional linguistic information (part of speech tags, named entity tags, and 

TF-IDF scores of the words) for each word along with the original word embedding to 

concatenate into a single vector as the word representation. Moreover, to capture the hierarchy 

of sentence-to-word structure, the attention mechanism is operated at both levels (i.e. sentence 

and word) simultaneously. 

 

In order to improve informativeness of resulting summaries, Jiang et al. [184] incorporated 

topic-oriented keyword information from the input document via a new attention mechanism. 

In this architecture, the sum of word embeddings was used as a part of input for the attention 

distribution. This way, a topic-oriented summary can be generated in a context-aware manner 

with guidance. 
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CHAPTER 3 

DATA AND METHODS 
 

3.1 Data 

The first novel point of this research work is to create a new labelled dataset of movie storylines 

provided by IMDB online database. From now on, this dataset is referred to as IMDB storylines. 

Since IMDB provides an invaluable body of online information about various media, the obvious 

result is that so many data scientists have paid academic interest in digging this database and 

leveraging the raw data for extracting valuable knowledge. Hence, there is a huge volume of 

academic research centering on data gathered from IMDB.  

 

But the majority of research works currently performed on this colossal web database has mostly 

focused on sentiment analysis [185, 186, 187], knowledge discovery [188, 189, 190, 191], and 

recommender systems [192, 193]. To the best of my knowledge, at the time of this writing, there 

has not been major research efforts for performing abstractive text summarization on the storylines 

of movies from IMDB.  

 

Figure 3.1 shows the corresponding web page of a specific TV series on IMDB website; including 

the storyline for that title which is published in IMDB. The first step of this research was to scrape 

the IMDB website and extract as much storylines as possible and save them into an offline 

database. 
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Figure 3.1 – IMDB example webpage 

 

At the first step of this research, in order to extract storylines of movies from “imdb.com”, a web 

scraper script was written (in Python language) which browsed through the IMDB website and 

extracted the storylines of given movies then saved them into an offline database. For a complete 

explanation of how this script is working refer to the source code of the thesis. But as a general 

walkthrough, the script first goes through a list of web addresses which contain IMDB pages. 

Then, the script downloads all the html content for any of those pages. Finally, the downloaded 

content is parsed and the html specific tag that contains the story line is extracted as a text. Each 

one of these storylines is saved with the corresponding link of its web page as a single entry of the 

IMDB storylines dataset. The format for saving IMDB storylines dataset is comma separated 

values (.CSV). 
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At this step, the IMDB storylines dataset looks like Figure 3.2; it only has two columns, the first 

column is the link of each title (movie, TV series, etc.) on IMDB and the second column is the 

storyline of that title. 

 

Figure 3.2 – IMDB storyline dataset, the initial step 

 

One major challenge at this step of collecting the IMDB storylines was that the servers of 

imdb.com (like all the other busy websites) have some professional security layers which try to 

avoid automatic programs (such as web scraping scripts) from browsing their website. As a result, 

it was necessary to make sure that the automatic script was not kicked out of connection with the 

server. 

 

Finally, the script extracted storylines and web links for 5,075 movies and saved all of them inside 

the aforementioned dataset (all the possible duplicates were removed at this step). One of the main 

intentions in devising this dataset is to create a high-quality knowledge base, which allows 

comparably small-sized TPLMs to learn from the labels created by larger models about how to 

efficiently summarize movie storylines. 
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In order to accomplish the above goal, in the next step of the project, all the storylines of the 

database are summarized with the use of a huge language model which is specifically trained for 

abstractive summarization, i.e. PEGASUS model [16].  

 

PEGASUS is a large TPLM (with 568 M hyperparameters) which is specifically trained by Google 

Brain for performing abstractive summarization. As previously mentioned in Chapter 2, all of the 

TPLMs are pre-trained on some huge corpora with one or more pre-training tasks. The pre-training 

task that is used in PEGASUS model is intentionally similar to summarization; so this model has 

already learnt how to perform text summarization. The specific pre-training task used in 

PEGASUS is called Gap Sentence Generation (GSG). During this pre-training task, important 

sentences are removed/masked from an input document and the model tries to generate those 

sentences together as one output sequence from the remaining sentences, similar to an extractive 

summary. Doing so, the PEGASUS model has already been trained about how to perform text 

summarization (for more information about other common pre-training tasks refer to Chapter 2). 

Apart from being specifically pre-trained for text summarization, there are some other reasons that 

make PEGASUS an optimal language model for performing text summarization and led us to pick 

this model for creating the summaries inside the IMDB storylines dataset.  

Firstly, according to [16], PEGASUS works surprisingly well in low-resource summarization 

examples, surpassing previous state-of-the-art results on 6 datasets with only 1000 examples. 

Hence, this model will work better in cases that the input movie storyline is not long enough. 

Second, since this research did not have enough funds for using human summarizers on all the 

entries in the dataset, the best choice of model would be the ones that have a performance on par 
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with human summarization quality. According to [16], PEGASUS achieves human performance 

on multiple datasets. 

Lastly, PEGASUS is a rather large model (with almost 568 M parameters). The decision made in 

this research was to use the summaries created by this huge model as a starting point for the labels 

inside IMDB storylines dataset. These labels inside the dataset could later be used for training 

smaller models. Thus, the summarization knowledge of a huge model like PEGASUS can be 

transferred to smaller models with less number of hyperparameters (this point is further explained 

later in this chapter). 

 

All reasons above led PEGASUS model to be chosen for creating the reference summaries from 

the storylines already in the IMDB storylines dataset. As mentioned before, in order to fine-tune a 

TPLM, a labelled dataset is needed and with the use of PEGASUS, it is possible to create the labels 

of IMDB storylines dataset with high quality. 

 

3.2 Model 

Now that the reasons for choosing PEGASUS model are explained, let us see how this model was 

used in the IMDB storylines dataset. For complete explanation refer to the source code of this 

project but simply explained, at first, PEGASUS model and its tokenizer will be loaded into 2 

Python objects. Next, input text is fed to tokenizer for getting the processed input. The processed 

input goes through PEGASUS model and the result is logits (i.e., mathematical probabilities). 

Finally, the tokenizer converts the logits to meaningful text which is the final abstractive summary 

created by the PEGASUS model. The resulting abstractive summaries are added as a new column 

of the database so the smaller models could be trained on them. 
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Figure 3.3 shows a selected view of the IMDB storylines dataset at this stage. As can be seen, the 

summaries that PEGASUS model has created for each storyline of the dataset have been saved as 

a new column of dataset. The labelled dataset that has been created so far is a good starting point 

for the future steps of this project. 

 

Figure 3.3 – IMDB storyline dataset, the second step 

 

At the next step of the project, in order to further enhance the quality of the IMDB storylines 

dataset, for some entries of the dataset the automatically created summary was further 

edited/rewritten by a human summarizer. By doing so, we can make sure that the quality of the 

summaries inside the dataset is even higher than what a language model like PEGASUS can create 

and at least for some entries, those summaries are further enhanced (or maybe even rewritten) by 

a human summarizer. Thus, the value of the knowledge present in the IMDB storylines dataset is 

increased at this step.  
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At this step, the dataset is edited by a human summarizer; a new column, “Human_Edited” (see 

Figure 3.4) is added to it which indicates whether the summary in that entry of the dataset has been 

edited/rewritten by human summarizer or not. If for a specific entry the value in the column 

“Human_Edited” is 1, it means the corresponding summary of that entry in the column 

“Summary_Story_Line” has been enhanced by a human summarizer. In the entries that the 

summary is not edited by a human, the value in the “Human_Edited” column is just null.  

 

 

Figure 3.4 – Final state of IMDB storylines dataset 

 

The biggest hardship in this step was that due to lack of time and funding, it was not possible to 

perform human enhancement on all the entries of the IMDB storylines dataset. At the end, only 

the summaries that looked somewhat fallacious were enhanced slightly. At the time of this writing, 

less than 20% of summaries in IMDB storylines dataset have been enhanced by a human 

summarizer but this issue could be addressed in the future development iterations of this research 

project. 
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At the end of this step, the IMDB storylines dataset looks like Figure 3.4. This figure shows a 

selected view from the final version of this dataset. As it is observable in this figure, the dataset 

has four columns: 

1) Link: Link of the movie’s corresponding web page on IMDB. 

2) Story_Line: The official story line of the movie from IMDB. 

3) Summary_Story_Line: The abstractive summary of the story line which was created by the 

PEGASUS model and in some cases further enhanced by a human summarizer.  

4)  Human_Edited: An integer value indicating whether the corresponding summary was 

further enhanced by human editor or not (if the summary is edited by a human, this column 

is 1, otherwise it is null). 

At this step, the project managed to achieve one of its goals, which was to create a valuable, task-

oriented, and labelled dataset (i.e., the IMDB storylines dataset) for summarizing movie storylines. 

Because this dataset has the knowledge of PEGASUS model and human summarization at the 

same time, it can be highly beneficial for teaching other TPLMs about how to summarize movie 

storylines in a more proficient way and enhance the performance of any models in this field.  

 

Now that the IMDB storylines dataset has been created, the second part of this research project is 

to put it in use and showcase its potential in creating customized TPLMs which can outperform 

equivalent models that are not trained on this dataset. The process of using a TPLM in a new 

downstream task is “transfer learning” and the procedure that teaches a TPLM the knowledge of a 

labelled dataset is referred to as “fine-tuning”. 
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In Chapters 1 and 2 concepts of “transfer learning” and “fine-tuning” were comprehensively 

explained; and one of the goals of this research was to put in use those guidelines and leverage our 

novel dataset for fine-tuning some general-purpose language models on the task of summarizing 

movie storylines. 

 

At this step of the project the IMDB storylines dataset is used to fine-tune a rather small TPLM 

(T5-base) and create an enhanced language model which performs exceptionally better than its un-

tuned equivalent in summarizing movie storylines. The initial TPLM chosen for this part of project 

was T5-base which is a rather small model with 220 M parameters. Before explaining how the 

fine-tuning procedure was performed, let us dive deeper in T5 model and see its characteristics. 

 

Initially introduced by Google Brain in 2020, T5 is an encoder-decoder model pre-trained on a 

multi-task mixture of unsupervised and supervised tasks. T5 is somewhat different from other 

common TPLMs because it introduces a unified framework which converts all NLP problems into 

a text-to-text format (T5 stands for “Text-to-Text Transfer Transformer”). This technique allows 

the researcher to use the same model, loss function, hyperparameters, etc. across a diverse set of 

tasks. Hence, it is not hard to leverage this model in new fields such as text summarization because 

T5 works well on a variety of tasks out-of-the-box by prepending a different prefix to the input 

corresponding to each task. 

 

Moreover, T5 was the first language model that has been pre-trained on “Colossal Clean Crawled 

Corpus” (a.k.a. C4), which is one of the biggest corpora (unlabeled text datasets) in the history of 



 

Page | 57  
 

TPLMs consisting of hundreds of gigabytes of clean English text scraped from the web. That 

means all the different checkpoints of T5 model (no matter how many parameters they have) 

already have a fairly good general understanding of English language such as grammar, syntax, 

and even semantics (for more information about various kinds of pre-training corpora, refer to 

Section 2.2.1 about “prepare the pre-training corpus”). This previous knowledge of the model 

about the language can be beneficial while using it in downstream tasks (such as text 

summarization). 

 

Google Brain has published various checkpoints of T5 model with different sizes. Although all of 

those checkpoints are the same model pre-trained on C4 and are implemented the same way, but 

the number of hyperparameters are different which leads to different sizes and accuracies. 

Currently published checkpoints of T5 are as follows [194]: 

 T5-Small: 60 million parameters 

 T5-Base: 220 million parameters 

 T5-Large: 770 million parameters 

 T5-3B: 3 billion parameters 

 T5-11B: 11 billion parameters 

All the characteristics above make T5 a desired example for a model to be taught how to 

summarize movie storylines with the use of IMDB storylines dataset. Since the main development 

machine used in this research was the free version of Google Colab with no more than 13 GB of 

RAM, the final decision made was to choose the basic version of T5 (T5-base) to perform the fine-

tuning. Since the fine-tuning implementation for all those different checkpoints of T5 is roughly 
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the same, if the machine used in future development iterations of this project had more powerful 

hardware, it will be fairly easy to change the code in order to perform the fine-tuning with bigger 

checkpoints of T5. 

 

The IMDB storylines dataset has been created with the usage of both PEGASUS model (which is 

a fairly large TPLM with 568 M parameters) and human summarization. As a result, this dataset 

could be used for enhancing the performance of any models (no matter how big or small they are) 

in summarizing movie storylines. But the main power of this dataset is to enable smaller TPLMs 

to perform as good as larger models. This way, the final user of that fine-tuned model only pays 

the memory and computing price of using a smaller model but receives the result that is typical of 

a bigger model and is closer to human performance. 

 

So, the “T5-Base” checkpoint of T5 model was chosen for being fine-tuned on IMDB storylines 

dataset and showcase the power of this dataset for improving the performance of smaller TPLMs 

in the task of summarizing movie storylines. Remember that by further enhancing IMDB storylines 

dataset via human editing, the quality of this dataset can be further increased and it will have a 

more noticeable performance gain for any models that are fine-tuned over this dataset (even for 

very huge TPLMs such as T5-11B).  

 

As mentioned before, T5-base was chosen as a pioneer model to be fine-tuned on IMDB storylines 

dataset. At the end, the performance of fine-tuned T5-base model is compared with the un-tuned 

model in order to better understand how much effective it can be to fine-tune a TPLM over IMDB 
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storylines dataset (results are meticulously discussed in Chapter 4). At the end of this fine-tuning 

step, a customized version of T5-base model was presented which has comparably better 

performance on summarizing movie storylines compared to the un-tuned T5-base model. 

 

Now that specific characteristics of T5 model have been discussed, we fine-tune T5-base on the 

IMDB storylines dataset. The fine-tuning approach used in this research follows the tutorial 

mentioned in documentation of PyTorch library [195]. The fine-tuning process was performed on 

a Google Colab [160] with 12.69 GB of RAM, 78.19 GB of disk space, and also a Tesla K80 as a 

GPU. For complete explanation of fine-tuning process refer to the project’s source code but all the 

major steps that the Python notebook goes through for fine-tuning T5-base on the dataset are as 

follows: 

1) Download the IMDB storylines dataset into a dataframe and perform some preprocessing 

operations. 

2) Split the whole dataset into subsets of training, validation, and test sets (the training and 

validation sets are used for fine-tuning and test set is used for calculating the ROUGE 

scores of both fine-tuned and un-tuned models; these scores are used for comparing the 

performance of those two models). 

3) Create a Python class which extends map-style dataset of PyTorch library and allows for 

working with the dataset more easily (this object abstracts the dataset and helps working 

with it more easily). 

4) Create another Python class which extends Data Module of PyTorch library and is a 

reusable class for encapsulating all the steps needed for processing data during fine-tuning, 

such as: 
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● Download/tokenize/process the data entries. 

● Clean and save to disk. 

● Load inside a Dataset. 

● Apply transforms (rotate, tokenize, etc.). 

● Wrap data inside a DataLoader. 

5) Load the “T5-base” model and its tokenizer into two separate objects (all of the different 

checkpoints of T5 model and their corresponding tokenizers are published via 

“transformers” API from HuggingFace [196]). 

6) Create a histogram of the number of tokens in the training dataset, which showed that the 

majority of storylines in the training dataset have less than 500 tokens and also the majority 

of summaries in training set have less than 100 tokens. Hence, in the Data Module class 

(which describes the process of fine-tuning) the maximum number of tokens for storylines 

is set on 512 and maximum number of tokens for summaries is set on 128. 

Furthermore, a batch size of 2 and epoch number of 3 were selected for fine-tuning process. 

The selection of the number of epochs and batch size was based on the experience that it 

is highly time consuming to fine-tune any model which has more than 200M parameters 

on the free version of Google Colab. Hence, the numbers were chosen in a way that the 

training process would not be insanely lengthy (nevertheless, it still took hours to fully 

fine-tune the model with these characteristics on a free version of Google Colab notebook).  

7) Create a Python class for implementing the model architecture that performs fine-tuning. 

The forward pass of the model, loss function, logits, training step, validation step, and test 

step of the model were all defined as methods of this class. 
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8) Train the T5-base model over the training dataset via the classes defined earlier (it was the 

most time-consuming part of the notebook). 

9) After training the model and achieving the least global error (by minimizing the loss 

function), the best checkpoint of the model found is frozen and saved to the disk in order 

to be used as the fine-tuned version of T5-base model which now has learnt how to 

summarize movie storylines. 

10) The final step of this notebook is to use both the fine-tuned and un-tuned versions of the 

T5-base model on all the data points in the test dataset and calculate ROUGE scores 

(further explained in Chapter 4) for both of them; the result of this comparison is shown 

and discussed in Chapter 4. 
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CHAPTER 4 

RESULTS AND DISCUSSION 
 

Before starting to interpret the results of this research, let us discuss the ROUGE score, its 

calculation and interpretation. Originally introduced by Lin 2004 [17], ROUGE is an acronym for 

Recall-Oriented Understudy of Gisting Evaluation. It is a suite of mathematical measures, which 

intend to determine the quality of an automatically generated summary compared to another 

(reference) summary created (usually) by humans. 

Lin 2004 [17] introduces four different ROUGE measures: ROUGE-N, ROUGE-L, ROUGE-W, 

and ROUGE-S. The first two (ROUGE-N and ROUGE-L) are the most popular and are used for 

evaluating the results of this research project. 

ROUGE-N, as calculated in Equation (1), is considered the n-gram recall between a candidate 

summary and a set of reference summaries. 

𝑅𝑂𝑈𝐺𝐸 − 𝑁 =
∑ ∑ 𝐶𝑜𝑢𝑛𝑡𝑚𝑎𝑡𝑐ℎ(𝑔𝑟𝑎𝑚𝑛)𝑔𝑟𝑎𝑚𝑛∈𝑆𝑆∈{𝑅𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒𝑆𝑢𝑚𝑚𝑎𝑟𝑖𝑒𝑠}

∑ ∑ 𝐶𝑜𝑢𝑛𝑡(𝑔𝑟𝑎𝑚𝑛)𝑔𝑟𝑎𝑚𝑛∈𝑆𝑆∈{𝑅𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒𝑆𝑢𝑚𝑚𝑎𝑟𝑖𝑒𝑠}
                  (1) 

 

In the Equation (1), “gramn” stands for the length of the n-gram, and “Countmatch(gramn)” refers to 

the maximum number of n-grams occurring both in a generated summary and a set of reference 

summaries. ROUGE-N is a recall-related measure because the denominator of the Equation (1) is 

the total sum of the number of n-grams occurring in the reference summary. 

 

According to the size of n-grams used, there can be different kinds of ROUGE-N measures but the 

most commonly used measures in this category are ROUGE-1 and ROUGE-2 (using unigrams and 
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bigrams respectively) which are usually considered a means of assessing informativeness of the 

tested summary. 

 

ROUGE-L on the other hand tries to find the longest common subsequence between the generated 

summary and reference summary. For example, imagine a sequence Z = [z1, z2, …, zn] is a 

subsequence of another sequence X = [x1, x2, …, xm], if there is a unique increasing sequence [i1, 

i2, …, ik] of indices of X such that for all j = 1, 2, …, k, we have xij = zj [197]. Given the sequences 

X and Y, the longest common subsequence (LCS) is a common subsequence of them that has the 

maximum length. ROUGE-L is usually considered a means of assessing fluency in generated 

summaries. 

 

In order to further discover the effect of fine-tuning T5-base (or any other general purpose TPLMs) 

on the dataset of IMDB storylines, both the un-tuned and fine-tuned versions of the T5-base model 

were applied to the entries in test dataset. The average value of ROUGE-1 and ROUGE-L scores 

for these models have been calculated and compared with each other. While discussing the results, 

whenever the “un-tuned model” is mentioned, the basic checkpoint of T5 (a.k.a. T5-base) is 

intended. Furthermore, whenever “fine-tuned model” is mentioned, T5-base which was fine-tuned 

on the training subset of the dataset is meant. 

 

The ROUGE-1 and ROUGE-L scores used in this research contain 3 different parts: 

1- Precision: 

Precision is a common indicator of a model’s performance, which refers to the quality of 

positive predictions made by the model. Simply explained, precision refers to the number of 
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true positives divided by the total number of positive predictions (true positives plus false 

positives). In the context of ROUGE-1, unigram precision [198] is the proportion of words in 

generated summary that are also in the reference summary as shown in equation (2). 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒(𝑇𝑃)

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒(𝑇𝑃)+𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒(𝐹𝑃)
                   (2) 

 

2- Recall: 

Recall is another mathematical measure for quantifying how well the model has identified true 

positives. It simply indicates the total number of important sentences retrieved (in the 

generated summary), divided by the total number of important sentences present (in the 

reference summary). In the context of ROUGE-1, unigram recall [198] reflects the proportion 

of words in reference summary that are also present in the generated summary as given in 

equation (3). 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒(𝑇𝑃)

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒(𝑇𝑃)+𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒(𝐹𝑁)
                    (3) 

 

3- F-measure:  

F-Measure or F1-Score [198] provides a way to combine both “Precision” and “Recall” into a 

single measure which represents a tradeoff between those properties. This measure is usually 

used at situations that precision and recall are equally important and is given in equation (4). 

𝐹1 𝑆𝑐𝑜𝑟𝑒 = 2 ∗ 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
                                       (4) 

F-measure is easier to work with because instead of trying to make a balance between precision 

and recall, it is possible to just aim for higher F1 scores and that will imply having good precision 

and recall values as well. In interpreting the results of this research, only F1 scores have been used 

for comparing the performance of various models with each other. 
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Important research efforts on neural text summarization (i.e. performing text summarization via 

neural networks) such as [16] usually use an additional measure of performance on their models 

which is known as “human evaluation”. While calculating that measure, reference summaries used 

are all created by some highly skilled human summarizers. 

 

Research works such as [16] usually use human evaluation for showing that their model summaries 

are capable of achieving human performance (at least on some specific datasets). Using this 

measure for studying the performance of some models over a specific dataset (such as the dataset 

we have) is expensive because it involves employing skilled human summarizers to make high 

quality summaries for all the entries of that dataset. Unfortunately, this research project did not 

have enough financial resources to do that; hence, the only measure used for evaluating the 

performance of various models over IMDB storylines dataset is ROUGE. 

 

After fine-tuning T5-base on the training subset of dataset, the test subset was fed into both fine-

tuned and un-tuned versions of T5-base model. Eventually, the “rouge scorer” library [199] from 

Google was used for calculating ROUGE-1 and ROUGE-L scores for each one of the summaries 

that both of these models have suggested for entries of test subset. The results were saved into 

separate files (for the sake of saving memory and computing power, only the ROUGE scores were 

saved not the generated summaries). 

 

Before discussing the average ROUGE results of un-tuned and fine-tuned models, let us see the 

outputs these models have created for three example storylines in the test set: 
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Figure 4.1 – First example, the input storyline and its summary in the dataset 

 

 

Figure 4.2 – First example, summary created by fine-tuned model and its corresponding ROUGE 

scores 

 

 

Figure 4.3 – First example, summary created by un-tuned model and its corresponding ROUGE 

scores 

 

The second example is as follows: 

 

Figure 4.4 - Second example, the input storyline and its summary in the dataset 
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Figure 4.5 - Second example, summary created by fine-tuned model and its corresponding ROUGE 

scores 

 

 

Figure 4.6 - Second example, summary created by un-tuned model and its corresponding ROUGE 

scores 

 

And the third example is like this: 

 

Figure 4.7 - Third example, the input storyline and its summary in the dataset 
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Figure 4.8 – Third example, summary created by fine-tuned model and its corresponding ROUGE 

scores 

 

 

Figure 4.9 – Third example, summary created by un-tuned model and its corresponding ROUGE 

scores 

 

Studying the examples above can give a general idea that the fine-tuned model achieves higher F1 

scores in the majority of examples but in order to have a precise measurement about how these 

models have performed over the test set, the average of F1 scores is calculated for both un-tuned 

and fine-tuned models. All ROUGE scores were saved as comma separated values (CSV files) and 

evaluated by Microsoft Excel (for more information refer to project’s result files). Tables 4.1, 4.2, 

4.3, and 4.4 show the average ROUGE scores achieved by un-tuned and fine-tuned versions of 

T5-base model on the test subset of IMDB storylines dataset. 

Table 4.1 – Un-tuned model - ROUGE-1 

 precision recall F1-score 

Average 0.189695 0.255092 0.205835 

 

Table 4.2 – Fine-tuned model - ROUGE-1 

 precision recall F1-score 

Average 0.305691 0.327997 0.29691 
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Table 4.3 – Un-tuned model - ROUGE-L 

 precision recall F1-score 

Average 0.165378 0.22072 0.178769 

 

Table 4.4 – Fine-tuned model - ROUGE-L 

 precision recall F1-score 

Average 0.277557 0.298345 0.270169 

 

As mentioned before, while studying the effect of fine-tuning on T5-base model, only F1 scores 

are considered (bold numbers in tables above). Studying Tables 4.1 and 4.2 shows that fine-tuning 

has increased the average F1-score of the model from 0.205835 to 0.29691 (by 44.247%) 

according to ROUGE-1. Moreover, Tables 4.3 and 4.4 show that fine-tuning has improved the 

average F1-score of T5-base model from 0.178769 to 0.270169 (by 51.127%) according to 

ROUGE-L. 

 

The axiomatic conclusion of calculations above is that fine-tuning has highly improved both 

informativeness (according to ROUGE-1) and fluency (according to ROUGE-L) of summaries for 

movie storylines generated by the T5-base model.  

 

It was not feasible for this research project to use human evaluation for further investigating the 

effect of fine-tuning on t5-base model, but since some of the reference summaries in IMDB 
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storylines dataset were edited by a human summarizer, it can be hypothesized that human 

evaluation will prove the positive effect of fine-tuning on helping the model to achieve human 

performance in producing concise and meaningful story lines but further verification of this 

assumption needs more research. 
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CHAPTER 5 

CONCLUSIONS AND FUTURE WORK 

 

5.1 Conclusions 

This research managed to create a dataset of movie storylines and further optimize it. This task-

oriented, labelled, and relatively small dataset is valuable for teaching all pre-trained transformer-

based language models about how to efficiently summarize movie story lines. The majority of 

those language models are pre-trained on news datasets and Wikipedia text which have formal 

tone but as we witnessed in this project, movie storylines tend to contain slang or even out of 

vocabulary words. Datasets like this can teach that specific tone of speech to any pre-trained 

models and help further customizing the model. 

 

By fine-tuning T5-base on the dataset created in this research, an optimized version of this model 

was created with better performance at summarizing movie storylines. Since the summaries used 

in the dataset were created by PEGASUS and further enhanced by human summarizing, this 

research managed to train a smaller model (like T5-base) with the labels created (i.e. the 

knowledge provided) by a larger model and human summarizer. 
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5.2 Future work 

With more time and funding, this project could be further developed in multiple dimensions, such 

as: 

1- The dataset currently contains 5075 entries, its size can be increased to augment the 

knowledge gained by fine-tuning a model over this dataset. 

2- One possible improvement is to use human editing on more entries of the dataset. This 

way, fine-tuned models will create summaries of better quality which are closer to human 

performance. 

3- Another prospective improvement is to use human evaluation as another way of more 

accurately measuring the effects of fine-tuning on the performance of pre-trained models. 

4- T5-base which was used in this project is a rather small model (compared to others) and is 

not considered to be the best/most accurate pre-trained model for academic or business 

usage. In the future development iterations of this project, it is possible to use bigger 

models with more hyperparameters (but remember that doing so requires a more powerful 

development machine compared to Google Colab notebook used for this project). 
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